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Abstract

We introduce FastEvo , a novel framework for accelerat-001
ing the evolution of LLM-generated reward functions in002
robotic policy learning. While recent work shows that LLM-003
generated reward functions can effectively replace human-004
crafted ones by being refined through environmental feed-005
back iteratively, the evolution of such rewards remains con-006
strained by two key bottlenecks: imprecise localization of007
policy errors and insufficient failure analysis to guide LLM-008
based refinement. To address these challenges, FastEvo009
first trains a language-conditioned scoring model to ac-010
curately identify failure onsets in policy execution videos.011
The corresponding video frames are then processed by a012
query–analysis–diagnosis multi-agent system, which con-013
ducts in-depth policy failure analysis. Finally, FastEvo014
delivers a detailed report with constructive suggestions to015
facilitate reward function evolution. Experimental results016
demonstrate that FastEvo achieves 78% accuracy in locat-017
ing error onsets and enables efficient reward evolution to018
train a policy with a 94% success rate within only 10 it-019
erations, representing a significant advance in speeding up020
reward function evolution for robotic policy learning.021

1. Introduction022

Reinforcement learning (RL) has achieved impressive re-023
sults in robotic policy learning, enabling high success024
rates and generalizability through carefully designed reward025
functions [2, 12]. However, The design of effective reward026
functions is notoriously difficult [36, 41], typically requir-027
ing substantial human labor and expert knowledge.028

Fortunately, the development of simulation platforms029
such as Isaac Gym [29] has enabled online reinforcement030
learning with programmatically generated reward func-031
tions, establishing LLM-generated rewards as a promising032
alternative. Leveraging their capabilities in code generation,033
zero-shot reasoning, and in-context learning, LLMs can dy-034
namically create and refine reward functions within simu-035
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Figure 1. Overview of FastEvo . FastEvo is a closed-loop
framework that accelerates the evolution of LLM-generated re-
ward functions for robotic policy learning. It leverages a pre-
trained scoring model and a multi-agent query-analysis-diagnosis
system to achieve precise error localization and in-depth policy
failure evaluation.

lated environments [27, 44, 47, 53]. Nevertheless, when 036
LLMs generate flawed reward code, they can misdirect the 037
learning process toward suboptimal policies and degrade 038
robot performance. Though incorporating humans into the 039
design loop can help steer reward functions toward better 040
solutions, recent studies reveal that exposing humans to in- 041
correct AI suggestions prior to decision-making increases 042
their likelihood of selecting wrong answers, even in situa- 043
tions where they would otherwise have been correct [8].To 044
address this limitation, recent studies [6, 22, 33, 57] po- 045
sition VLMs as teachers that identify policy failures during 046
execution and guide LLM students through self-reflection to 047
refine reward functions. However, the capacity of a single 048
VLM remains insufficient for both accurate failure localiza- 049
tion and in-depth failure analysis. This limitation hinders 050
effective guidance for LLM-based reward refinement and 051
ultimately constrains the evolution of the reward function. 052

Given the limited ability of a single VLM, it is natural 053
to consider incorporating multiple agents. Numerous stud- 054
ies [5, 13, 20, 40] show that multi-agent systems leverage 055
the collaborative power of specialized agents to solve com- 056
plex problems that are difficult for a single model. Yet, a 057
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critical question remains: how should such a multi-agent058
system be designed?059

Based on the educational principle that even less gifted060
students can accomplish complex tasks with proper guid-061
ance, we propose FastEvo , a novel step-by-step frame-062
work structured around a query-analysis-diagnosis multi-063
agent system under the guidance of a pretrained scoring064
model. We first train the scoring model for execution error065
localization using a dataset composed of Open-X trajecto-066
ries [31] and failure cases collected by DP3 [54]. Then the067
model assigns a score to each frame of a policy execution068
video and identifies the frame with the lowest score as the069
error onset. Once the error onset is found, the correspond-070
ing video frames are processed by our Query-Analysis-071
Diagnosis Multi-Agent System to perform in-depth failure072
analysis. In this process, the query agent identifies potential073
failure modes and raises diagnostic questions based on the074
visual input. The Spatial Information Extraction Pipeline075
then extracts relative spatial information from the video076
frame and prompts the Analysis Agent to answer those077
questions with self-voting mechanism. Finally, the Diagno-078
sis Agent summarizes the answers to provide constructive079
suggestions that directly inform reward function evolution.080

Our approach demonstrates superior performance in081
comparisons with all relevant baselines. It achieves 78%082
accuracy in locating error onsets and enables efficient re-083
ward evolution to train a policy with a 94% success rate084
within only 10 iterations, representing a significant advance085
in speeding up reward function evolution for robotic policy086
learning. Furthermore, we conduct ablation studies on key087
components of FastEvo and find that: (1) Task instructions088
and demonstration decomposition significantly enhance the089
scoring model’s error localization capability; (2) The effi-090
ciency of reward function evolution exhibits a positive cor-091
relation with the quality of queries generated by the query092
agent; and (3) Spatial information substantially improves093
the stability of the reward function evolution process. Our094
contributions as follows:095

• We introduce FastEvo , a novel framework that acceler-096
ates reward function evolution for robotic policy learn-097
ing through a query-analysis-diagnosis multi-agent sys-098
tem guided by a pretrained scoring model. Our approach099
will be fully open-sourced.100

• We validate our approach by comparing it with all the rel-101
evant baselines, demonstrating it achieves 24% higher er-102
ror localization accuracy and faster reward evolution than103
the best baseline.104

• Our comprehensive analysis of FastEvo offers founda-105
tional insights, paving the way for future advancements in106
policy error localization and failure evaluation with LLM-107
based agents.108

2. Related Works 109

2.1. Policy Learning via LLMs 110

The growing reasoning and code generation capabilities of 111
LLMs have made them powerful tools for robotic policy 112
learning. Early works [14, 15, 23, 24, 38, 43] focused 113
on using LLMs to translate plain instructions into struc- 114
tured code for specific robotic tasks, but these approaches 115
have limited generalizability due to their reliance on prede- 116
fined primitives. Then subsequent works [47, 53] employed 117
LLMs to generate reward functions for reinforcement learn- 118
ing but still required costly human refinement. More recent 119
works [17, 27, 44, 51, 53] leverages LLMs’ self-correction 120
capability to enable autonomous reward function evolution. 121
However, slow convergence persists due to inefficient error 122
localization during robotic execution. To solve this prob- 123
lem, FastEvo employs a scoring model for precise error lo- 124
calization during robotic policy execution, accelerating re- 125
ward function evolution. 126

2.2. Policy Evaluation 127

Comprehensive policy evaluation has become significant 128
as robotic policies advance.Traditional approaches rely on 129
physical deployment, suffering from high costs, slow it- 130
eration, and poor scalability. So subsequent works have 131
evolved along two primary directions. One employs stan- 132
dardized benchmarks [4, 11, 19, 25] that offer common ob- 133
jects and tasks, while the other utilizes remote access solu- 134
tions [10, 46, 48] that enable remote robot operation. Nev- 135
ertheless, both approaches still require specific hardware 136
and result in significant costs. Consequently, simulation- 137
based evaluation has emerged [3, 21, 50], yet most im- 138
plementations rely on handcrafted evaluation metrics. Re- 139
cent approaches further leverage Vision-Language Models 140
(VLMs) for evaluation [6, 22, 33, 57], but they only look 141
at surface-level problems and can’t identify the underlying 142
causes of failures. In contrast, FastEvo enables a compre- 143
hensive analysis of policy failures through a query-analysis- 144
diagnosis multi-agent system. 145

2.3. Multi-Agent System 146

A multi-agent system comprises multiple autonomous 147
agents, each perceiving environments, making decisions, 148
and executing actions [7]. This architecture enables special- 149
ized agents to collectively achieve complex goals unattain- 150
able by single models [5, 13, 20, 40]. Recent works have 151
demonstrated that multi-agent systems exhibit significant 152
capabilities across complex domains, including software 153
development [32, 45], medicine [18] and embodied intel- 154
ligence [16, 42]. In Embodied AI, ReAd [56] attempts to 155
speed up LLM-based reward function evolution by integrat- 156
ing advantage functions with LLM planning, yet solely fo- 157
cus on subtask outcomes while neglecting process dynam- 158
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Figure 2. Architecture Overview. (a) Scoring Model Training: We train our Scoring Model on a dataset constructed from the Open-
X dataset and DP3-collected trajectories, augmented with video rewinding, demonstration decomposition, and instruction generation.
The model assigns a score to each frame of a policy execution video and identifies the frame with the lowest score as the error onset.
(b) Query–Analysis–Diagnosis Multi-Agent System:It starts with the Query Agent identifying potential failure causes and formulating
diagnostic questions. These questions are then answered by the Analysis Agent using detailed spatial information extracted by Spatial
Information Extraction Pipeline. After that, the Diagnosis Agent brings everything together to recommend advice to fix it. The generated
advice alongside the original responses subsequently accelerates the evolution of the LLM-based reward function.

ics. In contrast, FastEvo conducts comprehensive step-level159
analysis of robotic execution failure to accelerate reward160
function evolution.161

3. Method162

Our objective is to enhance error localization accuracy and163
enable in-depth failure analysis for robotic policy rollouts,164
thereby accelerating the evolution of the reward function165
to achieve high success rates with faster convergence. To166
this end, we propose FastEvo , which introduces a novel167
Query–Analysis–Diagnosis multi-agent system built upon168
an error localization scoring model. The overall pipeline is169
illustrated in Fig. 2, and the following sections detail the170
implementation of each component.171

3.1. Scoring Model Pretraining172

3.1.1. Learning Objective173

Our goal is to pretrain a scoring model that identifies er-
ror onset through minimally scored frames. Consequently,

aligning per-frame scores with episode success rate is crit-
ical for our scoring model. Building on Rewind [55]’s
demonstration of strong alignment between predicted aver-
age reward and episode success rate, we extend their reward
prediction loss by incorporating a per-frame error penalty,
resulting in a more fine-grained score prediction loss:

Lscore(o1:T , z, o
other
1:T ) =

T∑
t=1

Sψ(ot, z)−
t

T︸︷︷︸
matched seq. progress


2

+

T∑
t=1

(Sψ(ot, z)− Serror︸︷︷︸
matched error score

)2

+

T∑
t=1

Sψ(o
other
1:t , z)2︸ ︷︷ ︸

mismatched seq. 0 progress

This objective processes an observation sequence o1:T con- 174
ditioned on instruction z, along with unrelated observation 175
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sequences oother1:T . It minimize the difference between the176
frame-level score Sψ(ot, z) and both the sequence progress177
and Serror, where 1 denotes success frames, -1 indicates fail-178
ure onset frames and 0 represents post-failure frames. Mis-179
matched frame scores are explicitly penalized to enforce180
temporal alignment. This objective offers stable training181
targets and is transformed into a dense [-1,1] score for pre-182
cise error localization.183

3.1.2. Data Preparation184

We construct our dataset by first sampling trajectories from185
the Open-X Dataset [31], which provides object-centric lan-186
guage instructions. On a randomly selected subset, we ap-187
ply the video rewinding technique from Rewind [55] to188
simulate failure cases, annotating the transition point be-189
tween forward and reverse segments as the failure onset.190
In addition, we deploy a DP3 [54] model across multi-191
ple simulation environments to collect failure trajectories,192
with their failure onsets manually annotated. To further en-193
hance error localization capability, we perform fine-grained194
data augmentation using GPT-4o, which decomposes tasks195
into subtasks, segments videos into corresponding episodes,196
and generates 5–10 supplementary instructions per subtask.197
Eventually, the resulting dataset comprises approximately198
200k trajectories.199

3.1.3. Architecture200

Our framework employs video and text encoders following201
the ReWind [55] architecture, which is designed for reward202
generation from policy rollout videos. The overall model203
structure is depicted in Fig. 2. First, each video frame is204
processed by the DINOv2 [30] encoder, while the video in-205
struction is encoded by the all-MiniLM-L12-v2 [35] model.206
Then, we train a compact cross-modal sequential aggrega-207
tor that utilizes only first-frame positional embeddings to208
directly generate the score for each frame.209

3.2. Query-Analysis-Diagnosis Pipeline210

Our Query–Analysis–Diagnosis pipeline utilizes LLM-211
based agents to perform reasoning for in-depth policy error212
analysis. As shown in Fig. 2, the pipeline operates through213
three core stages: query generation, error analysis, and di-214
agnosis stage. It eventually delivers a structured diagnos-215
tic report that identifies root causes and proposes solutions,216
enabling the LLM to gain a deep understanding of policy217
shortcomings and facilitating efficient reward function re-218
finement.219

3.2.1. Query Generation220

The Query Generation Stage leverages the reasoning ca-221
pabilities of Query Agents to identify potential causes of222
policy failures. When provided with failure video frames223
and corresponding instructions, the Query Agent analyzes224
potential reasons for policy failure and generates candidate225

problems to guide the Analysis Agent’s targeted investiga- 226
tion. We then employ a structured prompt to guide the agent 227
in generating 100 questions in a coarse-to-fine manner, from 228
global policy issues to local execution details. 229

3.2.2. Error Analysis 230

The Error Analysis Stage is designed to perform accurate 231
error analysis by responding to the queries from the Query 232
Agent (see Sec. 3.2.1). To capture comprehensive failure in- 233
formation and thereby generate more precise answers, this 234
stage leverages two components: Spatial Information Ex- 235
traction Pipeline and an Analysis Agent. The Spatial Infor- 236
mation Extraction Pipeline first extracts the relative spatial 237
relationships between the robotic end-effector and the op- 238
erated objects from the video frame. We then integrate this 239
information with the original queries to guide the Analysis 240
Agent in reasoning toward the final answers. 241

Spatial Information Extraction Pipeline This pipeline ex- 242
tracts spatial information through a two-step process: first, 243
it segments the failure frames using SAM2 [34] to gener- 244
ate masks of the robotic end-effector and the manipulated 245
objects; then, it aligns these masks with the depth map pro- 246
duced by DepthAnything v2 [49]. These processes yield the 247
relative spatial relationship between the robotic end-effector 248
and the manipulated objects, which can significantly en- 249
hance the stability of the analysis agents’ answer quality, 250
as shown in Fig. 9. It is important to note that objects in the 251
failure frame may sometimes be occluded. In such cases, an 252
additional frame is extracted from the post-failure sequence 253
for segmentation to better preserve the information of the 254
failure case. 255

Analysis Agent The Analysis Agent is designed to identify 256
the root causes of robotic manipulation failures by lever- 257
aging queries from the Query Agent (see Sec. 3.2.1) and 258
spatial information extracted by the Spatial Information Ex- 259
traction Pipeline. Specifically, it first generates five detailed 260
candidate answers for each query and then conducts a self- 261
voting process among these candidates to select the highest- 262
scoring response, thereby enhancing the accuracy of the fi- 263
nal answer. 264

3.2.3. Diagnosis Stage 265

The Diagnosis Stage is built around the Diagnosis Agent. 266
This agent leverages the analysis from the Analysis Agent 267
(Sec. 3.2.2) to provide constructive suggestions. These sug- 268
gestions are then summarized alongside the original analy- 269
sis into a report, thereby speed up the evolution of the re- 270
ward function for policy learning. 271

Diagnosis Agent The Diagnosis Agent is designed to im- 272
itate expert reasoning in generating corrective suggestions 273
and structuring the final diagnostic report. Specifically, 274
upon receiving the initial analysis, the Diagnosis Agent 275
identifies the primary cause of failure and formulates poten- 276
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tial solutions, ultimately delivering a structured report with277
actionable recommendations to speed up the evolution of278
the reward function for policy learning.279

3.2.4. Overall System280

In summary, the Query–Analysis–Diagnosis Multi-Agent281
System works as a closed-loop reasoning process. It starts282
with the Query Agent analyzing potential reasons for policy283
failure and generating candidate problems. These problems284
are then answered by the Analysis Agent using detailed spa-285
tial information. Finally, the Diagnosis Agent brings every-286
thing together to identify the main cause and recommend287
advice to fix it. This step-by-step approach, from raising288
questions to finding answers and then solutions, ensures an289
in-depth policy failure analysis.As a result, by identifying290
where the policy falls short, the LLM can accurately refine291
the reward function, thereby accelerating its evolution.292

4. Experiments293

To validate our approach, we demonstrate FastEvo an effec-294
tive framework for accelerating reward function evolution295
in robotic policy learning through accurate error localiza-296
tion and in-depth faliure analysis by answering the follow-297
ing questions: (1) How accurately can our scoring model298
identify error onsets and support policy failure analysis? (2)299
To what extent does FastEvo accelerate the evolution of re-300
ward functions? (3) How does each component of FastEvo301
influence the efficiency of reward function evolution and the302
accuracy of error localization?303

4.1. Scoring Model Evaluation304

This section evaluates the error localization capability of305
our scoring model. Since we define the failure onset as the306
lowest-scored video frame (as in Section 3.1), we therefore307
go beyond overall localization accuracy to specifically as-308
sess its Policy Rollout Score Alignment and Robustness to309
Ambiguity Trajectories.310

4.1.1. Policy Rollout Score Alignment311

Baseline. Since Visual Language Models (VLMs) can pre-312
dict per-frame progress to score rollouts [28], We bench-313
mark FastEvo against state-of-the-art VLMs and the follow-314
ing baselines:(1) LIV [26] Uses value learning on human315
videos for real-world value estimation;(2)RoboCLIP [39]316
Generates scores from episode-instruction encoding sim-317
ilarity;(3)Video-Language Critic [1] Assesses dense318
behavior-task alignment through contrastive learning and319
temporal ranking.320

Test Set Construction. Our test set consists of an align-321
ment evaluation video dataset Dalign and an error localiza-322
tion evaluation dataset Derror. To construct Dalign, we sample323
trajectories from the Open X-Embodiment (OXE) [31] and324
bimanual ALOHA datasets [9]. Specifically, We randomly325

Methods VOC ↑ ρ ↑ ELA↑

LIV 0.23 0.48 0.74
RoboCLIP 0.12 0.02 0.67

Video-Language Critic 0.45 -0.18 0.63

GPT5 Pro 0.35 0.45 0.65
Gemini-2.5 pro 0.37 0.42 0.62

Claude-4.5 Sonnet 0.38 0.38 0.70

Ours 0.74 0.84 0.92

Table 1. Comparison of FastEvo and baselines in policy-score
alignment and error localization accuracy: We evaluate the
policy-score alignment metrics (VOC, ρ) on Dalign and the er-
ror localization accuracy (ELA) on Derror . The onset of a policy
failure is determined in two ways: by VLMs prompted to identify
the initial failure frame, and by selecting the frame with the lowest
score.

Time

Figure 3. Policy Score Alignment. The results show that the
scoring model assigns a low value when the robotic arm knocks
over a cola bottle, indicating policy failure, and a high score when
the arm successfully grasps the water bottle, demonstrating strong
policy–score alignment.

select 50 trajectories from each of the 50 datasets within 326
OXE and from the ALOHA dataset. To ensure all trajecto- 327
ries are semantically grounded, we use GPT-4o to automati- 328
cally generate task instructions for any unannotated videos. 329
Subsequently, Derror is built to evaluate failure localization 330
accuracy. It consists of: (1) Synthetic failures: generated 331
by splitting each video in Dalign into four parts and shuffling 332
the final 0%, 15%, 40%, and 70% of frames to simulate in- 333
creasingly severe failure. (2) Natural failures: collected 334
by deploying a DP3 model [54] in Robotwin [6], capturing 335
realistic failure modes encountered during policy execution. 336

Evaluation Metric. Following [28], we evaluate alignment 337
accuracy using the Video Order Consistency (VOC) metric. 338
Additionally, we employ Spearman’s rank correlation (ρ) 339
to quantify the relationship between policy execution out- 340
comes and the scores generated by our scoring model. To 341
assess error localization capability, we define Error Local- 342
ization Accuracy (ELA) as: 343

ELA = 1− l̂ocerror − locerror

lentraj
(1) 344

where lentraj is the episode length, l̂ocerror is the predicted 345
failure onset location, and locerror is the corresponding 346
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Figure 4. Ambiguous Robustness Test.We evaluate VOC and
ELA on our test dataset. Although a performance drop in error
localization is observed, the decline is considerably smaller than
that of other baselines, highlighting its superior robustness.

ground-truth location.347

Result. As shown in Table 1, our method substantially out-348
performs all baseline and VLM models. Notably, FastEvo349
exceeds the best baseline by 75.0% and 64.4% in policy-350
score alignment, with an additional gain of over 24% in351
error localization accuracy.More detailed is presented in352
Fig. 3353

4.1.2. Robustness to Ambiguous Trajectories354

Poorly positioned cameras in robotic policy execution of-355
ten produce trajectories composed of repetitive and visually356
similar frames. Such ambiguous trajectories can mislead357
the scoring model, leading to incorrect error localization or358
even misclassification of successful policies as failures. To359
evaluate the robustness of FastEvo under these challenging360
conditions, we conduct a experiment focusing on ambigu-361
ous trajectories.362

We first train a DP3 [54] model for each task in363
RoboTwin [6]. The test set is then assembled in two ways:364
(1) by manually selecting two visually repetitive trajectories365
from the rollouts for each task, and (2) by generating such366
trajectories from Dalign and Derror through the insertion of367
duplicated video frames.368

As shown in Fig. 4, FastEvo demonstrates superior per-369
formance to all baselines in both policy score alignments370
and error localization, highlighting its considerable robust-371
ness against visual ambiguous.372

4.2. Reward Evolution Evaluation373

As outlined in Section 3, our objective is to develop a high-374
quality reward function that achieves both high success375
rates and rapid convergence. This section accordingly eval-376
uates the the efficiency of reward function evolution, and the377
performance of policies trained with the reward function.378

4.2.1. Environment379

We construct our simulation environment primarily on380
IsaacGym [29], integrating 10 distinct robots and 30 bench-381
mark tasks. The task set is drawn from two sources: (1) 9382
original environments provided by IsaacGym (2) 21 tasks383
selected from MetaWorld [52] and simulated in IsaacGym384

43%

94%

40%

54%

67%

Figure 5. Efficiency of the reward function evolution. Evalu-
ation across 30 tasks in IsaacGym demonstrates that our method
achieves a 94% average success rate over 20 iterations, outper-
forming all baselines.

through the Gen2Sim framework [17].For real-world evalu- 385
ation, we deploy the Bimanual Piper robot to execute three 386
manipulation tasks: (1) sorting blocks by color, (2) sorting 387
blocks by size, and (3) adjusting a bottle pose.(Additional 388
implementation details are provided in the Appendix) 389

4.2.2. Baseline 390

We evaluate FastEvo against the following relevant base- 391
line methods. (1) Eureka [27] iteratively improves LLM- 392
generated rewards through GPU-accelerated evaluation. (2) 393
RoboGen [44] automates robot skill acquisition by decom- 394
posing tasks, selecting suitable learning paradigms, gener- 395
ating supervision, and learning policies in an end-to-end 396
framework. (3) Gen2Sim [17] is a framework that scales up 397
robotic skill learning in simulation by automatically gener- 398
ating assets, task descriptions, and LLM-based reward func- 399
tions. (4)L2R [53]is a two-stage LLM-prompting frame- 400
work that generates reward functions by converting natural 401
language motion descriptions into code, leveraging a set of 402
API primitives derived from original human rewards. 403

4.2.3. Efficiency of the reward function refinement 404

We evaluate the efficiency of the reward function evolution
by tracking the policy’s performance at each iteration. For
each iteration, a policy is trained via PPO [37] on LLM-
generated rewards, utilizing Isaac Gym’s GPU-parallelized
sampling, and is then evaluated over 100 rollouts to deter-
mine the task success rate. The comparison of FastEvo and
all the baselines are shown in Fig. 5. Experimental results
indicate that FastEvo significantly outperforms all baseline
approaches in terms of average task success rate over 20
iterations, exceeding the strongest baseline (Gen2Sim) by
40%. This confirms its capability to efficiently learn a high-
quality reward function. Interestingly, the success rate occa-
sionally shows sudden increases at specific iterations (e.g.,
between 9 and 10). We conclude that this phenomenon is
correlated with the quality of queries provided by the query

6



CVPR
#8389

CVPR
#8389

CVPR 2026 Submission #8389. CONFIDENTIAL REVIEW COPY. DO NOT DISTRIBUTE.

Module (a) Error Localization (b) Policy Performance

VOC ↑ ELA ↑ Simulation Success rate ↑ Real World Success rate ↑
Original FastEvo 0.74 0.92 95% 78%
− instruction generation 0.08 0.05 58% 32%
− video rewinding 0.58 0.62 61% 38%
− demo decomposition 0.66 0.58 64% 44%

Table 2. Ablation Study of Scoring Model: Performance when removing (−) various components across two evaluation metrics: (a) error
localization and (b) policy performance. This study highlight the significance of data augmentation in Sec. 3.1.2.

Iter 1 Iter 2 Iter 3 Iter 4 Iter 5 Iter 6 Iter 7 Iter 8 Iter 9 Iter 10

 Success Rate

Query Quality Ratio

0.0% 13.0% 7.0% 15.0% 4.0% 6.0% 15.0% 10.0% 5.0% 10.0%

0.0% 73.0% 54.0% 86.0% 38.0% 42.0% 82.0% 76.0% 41.0% 84.0%

Relation Between Success Rate Gain and Query Quality

0.0

0.2

0.4

0.6

0.8

Va
lu

e

Figure 6. Relation Between Success Rate Gain and Query Quality.We observe a positive correlation between the growth rate of task
success and the quality of queries during the early stages of reward function optimization, highlighting the critical role of the query agent
within the overall framework.

78%

36%

57%

27%

53%

+42% +21% +51% +25%

Figure 7. Real World Policy Performance

agent (see Sec. 3.2.1) in Fig. 6.The quality of queries is cal-
culated as follow:

quality =
the number of root cause relevant queries

total number of queries

4.2.4. Policy Performance in Real world405

We further evaluate policies trained by FastEvo and baseline406
methods over 50 iterations in real-world settings, using the407
three manipulation tasks described in Sec. 4.2.1. Results in408
Fig. 7 show that FastEvo achieves a higher success rate than409
all baseline approaches, demonstrating that its reward func-410

tion evolves more efficiently throughout the learning pro- 411
cess.(more results see Appendix) 412

4.3. Ablations 413

We perform an ablation study to evaluate how specific de- 414
sign choices in FastEvo affect error localization and reward 415
evolution efficiency. The ablated components comprise:(1) 416
instruction generation, video rewinding, and demo decom- 417
position employed in scoring model training; (2) spatial fea- 418
tures extracted from RGB video frames; (3) the query agent 419
responsible for problem discovery; and (4) the diagnosis 420
agent dedicated to generating actionable advice. Below, we 421
analyze the impact of each ablation: 422

4.3.1. Scoring Model 423

This section presents an ablation study on three key train- 424
ing components of the scoring model: instruction genera- 425
tion, video rewinding, and demo decomposition. We eval- 426
uate error localization performance across different com- 427
ponent configurations to assess their individual contribu- 428
tions. Further, we examine how these ablated modules 429
affect overall pipeline performance by evaluating policies 430
trained over 20 iterations using correspondingly ablated ver- 431
sions of FastEvo . 432

instruction generation As shown in Sec. 4.1.2, removing 433
instruction generation significantly degrades policy-score 434

7
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Figure 8. Ablation Comparison.We evaluated the contribution
of each component by comparing their reward convergence curves
over 20 iterations after ablating them individually.

alignment and leads to a catastrophic drop in error local-435
ization accuracy. This demonstrates that the instructions436
generated in data augmentation are crucial for enhancing437
the model’s task comprehension and error onset localiza-438
tion accuracy. Consequently, incorrect error localization re-439
sults in low-quality diagnosis and analysis, which hinders440
the evolution of the reward function and ultimately leads to441
a discernible decline in policy performance in both simula-442
tion and real-world environments.443

video rewinding As shown in Sec. 4.1.2(a), the ablation of444
video rewinding reduces both policy-score alignment and445
error localization accuracy, confirming its critical role in446
enabling the scoring model to precisely pinpoint failure on-447
sets.448

demo decomposition The ablation of demonstration de-449
composition yields an interesting outcome: while policy-450
score alignment experiences only a slight decline, error lo-451
calization undergoes a significant degradation, with a per-452
formance drop of 34% as shown in Sec. 4.1.2. This result453
indicates that decomposing a global task into subtasks is454
crucial for enhancing the model’s precision in errors local-455
ization.456

4.3.2. Query-Analysis-Diagnosis System457

In this section, we ablate query stage, analysis stage and458
diagnosis stage to better understand how different design459
choices improve the efficiency of reward function evolution.460

Policy Performance We conduct ablation studies on the461
query stage, spatial information extraction pipeline, and di-462
agnosis agent to evaluate the policy performance trained by463
FastEvo under different design choices, aiming to under-464
stand their respective roles in accelerating reward function465
evolution (see Figure 8). Our results indicate that remov-466
ing either the query agent or the diagnosis agent frequently467
leads the reward evolution to converge to suboptimal out-468
comes, and ablating the spatial information extraction mod-469
ule significantly slows down the evolution process.470
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Figure 9. Ablations for Suggestion Quality.We ablate different
key design to figure out how they impact the suggestions quality
separately.

Analysis Quality We perform ablation studies on three key
components: Spatial Information Extraction, Query Stage,
and Self-Voting mechanism, to evaluate their impact on the
quality of diagnostic suggestions. The quality metric is de-
fined as:

quality =
Numbeneficial − Numharmful

Numtotal

where Numbeneficial and Numharmful represent the counts 471
of beneficial and harmful suggestions respectively, and 472
Numtotal is the total number of suggestions. Results in 473
Fig. 9 show that removing spatial information introduces 474
high variance in suggestion quality due to the lack of spa- 475
tial constraints, thereby hindering the evolution of reward 476
function(see Fig. 8). Ablating either the query stage or self- 477
voting mechanism consistently degrades the overall sugges- 478
tion quality. 479

5. Conclusion 480

We propose FastEvo , a novel Query–Analysis–Diagnosis 481
multi-agent framework built upon a precise error localiza- 482
tion scoring model to accelerate the evolution of LLM- 483
generated reward functions. The core strength of FastEvo 484
lies in its well-designed collaboration mechanism among 485
the query, analysis, and diagnosis agents, which leverages 486
the collective capabilities of multi-agent systems to conduct 487
in-depth policy failure analysis for efficient reward function 488
evolution.However, FastEvo ’s efficiency is constrained by 489
the quality of Query Agent queries and the availability of 490
spatial information. These limitations compromise the sta- 491
bility of the self-evolution process, driving the need for fu- 492
ture work to enhance query generation quality and develop 493
more robust spatial representations for improved system re- 494
liability. 495
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